See discussions, stats, and author profiles for this publication at: https://www.researchgate.net/publication/334007515

Basic statistical considerations for physiology: The journal Temperature
toolbox
Article · June 2019
DOI: 10.1080/23328940.2019.1624131

CITATION

READS

1

100

2 authors, including:
Aaron Caldwell
U.S. Army Research Institute of Environmental Medicine
50 PUBLICATIONS 103 CITATIONS
SEE PROFILE

Some of the authors of this publication are also working on these related projects:

Statistical Methods in Movement Science View project

Confidence in eating disorder knowledge does not predict actual knowledge in collegiate female athletes View project

All content following this page was uploaded by Aaron Caldwell on 26 June 2019.
The user has requested enhancement of the downloaded file.

Temperature

ISSN: 2332-8940 (Print) 2332-8959 (Online) Journal homepage: https://www.tandfonline.com/loi/ktmp20

Basic statistical considerations for physiology: The
journal temperature toolbox
Aaron R. Caldwell & Samuel N. Cheuvront
To cite this article: Aaron R. Caldwell & Samuel N. Cheuvront (2019): Basic statistical
considerations for physiology: The journal temperature toolbox, Temperature, DOI:
10.1080/23328940.2019.1624131
To link to this article: https://doi.org/10.1080/23328940.2019.1624131

View supplementary material

Published online: 25 Jun 2019.

Submit your article to this journal

View Crossmark data

Full Terms & Conditions of access and use can be found at
https://www.tandfonline.com/action/journalInformation?journalCode=ktmp20

TEMPERATURE
https://doi.org/10.1080/23328940.2019.1624131

COMPREHENSIVE REVIEW

Basic statistical considerations for physiology: The journal temperature toolbox
Aaron R. Caldwell

a

and Samuel N. Cheuvrontb

a

Exercise Science Research Center, University of Arkansas–Fayetteville, Fayetteville, NC, USA; bBiophysics and Biomedical Modelling Division,
US Army Research Institute of Environmental Medicine, Natick, MA, USA
ABSTRACT

ARTICLE HISTORY

The average environmental and occupational physiologist may find statistics are difficult to interpret
and use since their formal training in statistics is limited. Unfortunately, poor statistical practices can
generate erroneous or at least misleading results and distorts the evidence in the scientific literature.
These problems are exacerbated when statistics are used as thoughtless ritual that is performed after
the data are collected. The situation is worsened when statistics are then treated as strict judgements
about the data (i.e., significant versus non-significant) without a thought given to how these statistics
were calculated or their practical meaning. We propose that researchers should consider statistics at
every step of the research process whether that be the designing of experiments, collecting data,
analysing the data or disseminating the results. When statistics are considered as an integral part of
the research process, from start to finish, several problematic practices can be mitigated. Further,
proper practices in disseminating the results of a study can greatly improve the quality of the
literature. Within this review, we have included a number of reminders and statistical questions
researchers should answer throughout the scientific process. Rather than treat statistics as a strict
rule following procedure we hope that readers will use this review to stimulate a discussion around
their current practices and attempt to improve them. The code to reproduce all analyses and figures
within the manuscript can be found at https://doi.org/10.17605/OSF.IO/BQGDH.
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“A statistician is a part of a winding and twisting network connecting mathematics, scientific philosophy,
and other intellectual sources-including experimental
sampling- to what is done in analyzing data, and sometimes in gathering it – John Tukey [1, p.225]”.
Introduction
Statistics provides tools that allow researchers to
make sense of the vast amount of information and
data they collect. However, statistics can be
a daunting challenge for many scientists. Few physiologists receive a formal education in statistics and
for many formal mathematics or statistics training
ended during their undergraduate studies [2].
However, statistics remain a key part of the research
process because they allow researchers to infer their
results to broader populations. Therefore, it is
imperative for researchers to have a basic understanding of the underlying principles behind the
statistical techniques they commonly use so they
can make informed and accurate inferences in
their research.
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Statistics can help form conclusions but cannot
replace good scientific reasoning and thought.
Even among scientists who receive extensive statistical training, a number of biases and gross
misunderstanding about statistics persist [3]. It
appears the confusion arises when statistics are
used as a ritual that provides the answers after
the data are collected. Instead, researchers should
utilize statistical principles to guide their thinking
and reasoning before, during, and after data collection. Poor statistical practices have little to do
with selecting the “right” statistical procedure but
far more to do with a lack of thinking on the part
of the researcher [3]. Data analysis is now rapid,
easy and flexible due to modern statistical software
[4], but this can contribute to ritual use of statistics
where the numbers go in one end and a simple
“yes” or “no” comes out the other.
Researchers can easily be lead to false or erroneous discoveries by the tendency to see patterns in
random data, confirmation bias (only accepting
information in favour of the hypothesis), and hindsight bias (explaining the data as predictable after it

2

A. R. CALDWELL AND S. N. CHEUVRONT

is collected) [5]. Every statistical analysis gives
researchers a number of potential decisions they
can make (e.g., collect more observations, data
transformations, exclusion of outliers, etc) and all
of these decisions collectively give researcher’s
“degrees of freedom” in the data analysis [6]. This
can make it incredibly easy to find a “significant”
result when there is nothing but statistical noise
[7,8]. For all of the above reasons, it is important
to have a statistical analysis plan in place, prior to
data collection to limit the researcher degrees of
freedom (the flexibility to change analysis plan)
and create more credible research practices [6,9].
This review is intended to be a guide for physiologists to avoid common pitfalls and mistakes as they
plan, conduct, and analyse their studies. One should
not use or cite this review as a simple justification for
any one procedure or approach over another.
Instead, we have posed questions throughout this
review and if a study is appropriately designed and
analysed then researchers should be able to adequately provide answers to these questions. We
encourage readers to utilize this review as a brief,
introductory guide to help one think about statistics
to ensure their study is executed and analysed in the
best way possible.
A quick note on null hypothesis significance
testing and p-values

Currently, null hypothesis significance testing
(NHST) is the predominate approach to inference
in most scientific fields. In particular, environmental
and occupational physiologists, whether they realize
it or not, rely upon NHST which in large part is
based on Jerzy Neyman and Egon Pearson’s framework for inference [10–12]. In this paradigm, the
data are collected and then the scientist must decide
between two competing hypotheses: the null and the
alternative. In essence, we collect a sample (a group
of participants) from a population (the group that
the researcher is trying to study), assuming we are
interested in detecting a relationship or difference of
at least a certain magnitude. After the data are collected, researchers use statistical test(s) to see if the
observed difference or relationship is common,
assuming the null hypothesis is true. In many cases,
the null hypothesis is a statement that no difference
or relationship exists (i.e., nil hypothesis). However,

the null hypothesis can take the form of a variety of
statements. For example, a null hypothesis could be
that cold-water immersion does not cool a heatstroke patient at least 0.05 °C/min faster than icesheet cooling (i.e., a minimum effect hypothesis).
The NHST utilizes p-values to help make decisions
about the null and alternative hypotheses. The p-value
provides evidence as to how uncommon this relationship or difference would be assuming the null hypothesis is true with data at least as extreme as was
observed. While p-values below the designated error
rate (typically 5%) are called “significant” it does not
mean that something worthwhile has been discovered
or observed. Significance in this context means that
the statistical computation has signified something is
peculiar about the data and requires greater investigation [13, p.98–99]. P-values do not provide direct
evidence for or against any alternative hypothesis,
and do not show the likelihood that an experiment
will replicate [3]. Contrary to popular belief [3], all
p-values are equally likely if there is no relationship or
difference (Figure 1(a)), and higher p-values do not
indicate stronger evidence for the null hypothesis.
Instead, p-values are meant to prevent researchers
from being deceived by random occurrences in the
data by rarely providing significant results if the null
hypothesis is true [14].
There are two types of errors to consider when
utilizing NHST. The error rate for declaring an
effect exists when there is no effect, a false positive,
is the cut-off for significance (alpha level). This is
also called the type I error rate. Most researchers
utilize an arbitrary 0.05 alpha level (5%), but lower
or higher alpha levels can be appropriate given the
proper justification [15]. Neyman & Pearson also
advocated for considering type II error, or the erroneous conclusion that the null hypothesis is true
(false negative; Figure 1(b,c)). The distribution of
p-values (Figure 1) varies depending on power, or
the ability to detect an effect of a certain magnitude.
The smaller the effect a researchers is trying to
detect, the greater the sample size will need to be
to have adequate power (discussed in greater depth
in part 1). More so, sufficient power to detect the
effect size of interest must be achieved in order to
make strong conclusions about the hypothesis of
interest. This approach has many of the desirable
qualities of philosopher Karl Popper’s falsification
approach to scientific theories [16,17]. Essentially,
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Table 1. Common statistical tests.
Tests
Chi-square

t-Tests

●

●
●

Two one-sided
tests (TOST)

●
●

Multiple Regression

●
●

Description
Applied to categorical data; test of frequencies

●
●
●

Used to evaluate differences
One sample, Dependent (within subjects) or Independent (between subjects) samples tests

Essentially two t-tests
Tests for equivalence between groups, time points, or for correlations

Linear (continuous) and logistic (dichotomous)
Extension of simple correlation except a number of variables (predictors)
can be used to predict another variable (outcome/criterion)

●
●
●
●
●
●
●
●

Analysis of Variance
(ANOVA)

●
●
●

Hierarchical or
Mixed Linear
Models

●
●

An extension of linear regression
Test for mean differences among multiple (>2) groups

●
●

○ Post-hoc/pairwise comparisons tests should be decided upon a priori

●

Acceptable post-hoc or pairwise comparisons include: Bonferroni, HolmBonferroni, false discovery rate¥, Games-Howell*, Duncan*, Dunnett*,
Tukey*, and Scheffe*

●

Advanced statistical designs typically used when data is nested (hierarchical) or when there are random and fixed factors (mixed)
Requires extensive statistical training
○ Physiologists should consult a statistician

Nonparametric and
Robust tests

●

Utilized when data violate assumptions required for parameter estimation
○ Typically used when data do not meet assumption of normality
○ Tests include Mann-Whitney (2 independent samples), Wilcoxon
signed rank (paired samples), tests, Kruskal-Wallis (one-way; >2
groups), Friedman (one-way; repeated measures), M-estimators, and
permutation/randomization tests (variety of designs)
○ Post-hoc and pairwise comparisons may include a variety of procedures
utilizing trimmed means or bootstrapping procedures [113,p.316–331]

●
●
●
●
●

Assumptions
Categorical or frequency data
Observations are independent
2 or more categories or groups
Parametric: data are normally
distributed
Homogeneity of variance
No leverage points
Same as regular t-tests
Equivalence bounds should be
decided upon a priori [51]
Parametric: residuals are normally
distributed
Near constant variance
(homoscedasticity)
Limited multi-collinearity between
predictors
Data are continuous
Independent variables (i.e., groups)
are categorical not continuous
Data are random sampled and
residuals are normally distributed
No leverage points

Linear relationship between
variables
Residuals are normally distributed
Near constant variance
(homoscedasticity)
Each tests has a specific set of
assumptions
Data transformations may be
necessary [61]

¥ – Does not control familywise error rate
* – Only valid for between subjects (i.e., not repeated measures) designs

you establish a theory, collect data to strongly test
that theory, and come to a conclusion based on your
data. According to this framework, deciding the
appropriate power (type II error rate) and significance level (type I error rate) is up to the researcher
and the costs associated with committing each type
of error [15].
More in depth reviews of the guiding principles
of hypothesis significance testing exist [17–19],

and this approach is not without its flaws and
criticisms [20,21]. In many cases a Bayesian [22–
24] or Likelihood [25,26] approach to hypothesis
tests may be more appropriate depending on the
research question and the information the
researcher is wanting to obtain from the study at
hand [27]. Furthermore, hypothesis tests could be
abandoned entirely in favour of an estimation
approach which focuses on effect sizes and
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Table 2. Questions and checklist for designing experiments.

Table 4. Questions and checklist for data analysis.

Questions to ask yourself

Questions to ask yourself

●

What are the underlying theories for your research?

●

●

○ What do these theories predict?
○ What would falsify these theories?
What do you hypothesize will happen in your experiment?

●

●
●
●

○ Do you have directional hypotheses?
○ Are you predicting no differences (i.e., equivalence or noninferiority)?
Do you have accurate measurements?
What are possible confounding variables in your experiment?
What should be your power and significance level?
○ What is the smallest effect size of interest?

Checklist

●
●
●

●

Review the literature; establish theories and hypotheses to test
these theories
Ensure your tools and techniques have a reasonable measurement error
Decide on a statistical analysis plan (be as specific as possible)
○ Determine the acceptable alpha (significance) and beta
(power) error rates
○ Determine sample size (power analysis)
○ Include contingency plans for potential problems with the
data (e.g., violation of assumptions of normality)
Preregister your hypotheses, data collection methods, and statistical analysis plans. This can be done at osf.io, or aspredicted.com

confidence intervals [28]. We strongly recommend
that readers take the time to read more about
NHST or any approach to statistical inference
they plan to utilize for their research.

Table 3. Questions and checklist for data collection.
Questions to ask yourself

●

Is the data being collected accurately?

●

○ Are there new, unanticipated sources for error?
Are you interested in parameter estimation or statistical
significance?

●

○ Are you more interested in accuracy of the parameter or
significance?
What is an adequate sample size?
○ Do you want to have interim analyses?

Checklist

●

Determine criteria for stopping the experiment(s)
○ Decide upon the parameter estimation or sequential analysis
approach

What is the a priori data analysis plan?

●
●

○ What details were included in the study’s preregistration?
If someone was given your dataset would they understand what
the variables are and how
Are the data entered correctly, or are there potential errors?
Does the data violate the assumptions for my statistical tests?

●

○ Are there outliers? Do they affect the outcomes of the analysis
○ Can you assume normality?
○ Are robust or non-parametric tests preferred?
How will effect sizes be calculated?

Checklist

●
●
●
●
●
●
●

Create a detailed data entry and maintenance procedure
○ Create a codebook that details the variable names
Double check the data to ensure there are no erroneous data
points
Explore the descriptive statistics separated by group and data
point
Determine if the data meets the assumptions for the chosen
inferential statistics
Perform statistical analysis most appropriate for your data, your
hypotheses, and fits with your preregistration
Calculate effect size estimates
○ Ensure the estimate is appropriate and assumptions are met
When appropriate, calculate confidence intervals around effect
size estimates

Moving forward

The remainder of this review we have separated into
four parts to reflect the four major portions of most
research endeavours: designing the experiment, data
collection, data analysis, and disseminating the
results. All four parts are equally important for
appropriate statistical practices. The purpose of
this review is to encourage readers to utilize statistical thinking at every stage of a study, and apply
these concepts to their own research.
Part 1: Experimental design
The designing of a study is arguably the most
important part of the research process. Without
a high-quality experimental design all other concerns are moot. If the data are inaccurate or the
design is problematic, then the statistical analysis
will always produce misleading results. Bad experimental designs no matter how they are analysed,
will produce statistics of little worth. To put it
another way, if you put flawed or garbage data
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Table 5. Questions and checklist for the dissemination of
results.
Questions to ask yourself

●
●

●
●

●

●

How can I make these results easy to reproduce and replicate?
How should I share the data or make the data availability to
others?
○ What legal or ethical obligations do I have for making the
data available?
If I am sharing the data, does the codebook contain enough
detail for someone else to understand my dataset?
In order for my peers to verify my results, do I need to post my
analysis scripts (e.g., code)?
○ Is my code annotated in enough detail for someone unfamiliar with my dataset and analysis plan to understand what
was performed and why?
Are the statistical results described in way that gives an appropriate level of uncertainty?
○ Are the limitations and assumptions of the techniques adequately discussed?
Is the data visualized (figures) constructed in way that is
appropriate?

Checklist

●
●
●

Make data and code available (when appropriate) through services such as Open Science Framework (https://osf.io) or
through Figshare (https://figshare.com)
Provide information about the study design in great enough
detail that experiments can be replicated and statistical analyses
can be reproduced
Create data visualizations that include individual data points
and appropriate summary statistics

●

○ With larger samples, provide some type of visualization of
the distribution
Provide detailed information on the type(s) of statistical analysis
utilized and if the assumptions of these tests were stratified

●

○ If the assumptions are not met, discuss how these may
possibly affect the results and conclusions
Discuss the uncertainty of your results, what limitations the
study may have, and how future studies can investigate these
theories and hypotheses further
○ Provide confidence intervals around effect size estimates

into a statistical analysis, then the analysis will only
produce garbage information. Properly designing
an experiment is essential, and this process should
ensure the validity, reliability, and replicability of
a study.

Develop strong theories and test them with
strong hypotheses

In order to have good statistical hypotheses, strong
theories need to be developed. Therefore, the start of
any research endeavour should begin with a review
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of the relevant scientific literature. Researchers can
then develop their own theories, hypotheses, and
predictions regarding the physiological phenomena
of interest. Theories can even be generated from
simple observations and then can be formalized
with data collection [29]. After a study or series of
experiments, the evidence for or against any formal
theory can be gleaned from the statistical analyses
performed.
The process of good theory and hypothesis building
is not easy. Theories or hypotheses should have a high
degree of verisimilitude, or rather, should explain the
data and previous observations while simultaneously
making specific predictions about the future [30]. In
addition, research should produce theories that are
prohibitive or at least falsifiable [30–32]. There should
be criteria that debunks or invalidates the theory. If
a theory does not have any way to be disproven, or
researchers only seek to confirm the theory, then the
theory is pseudo-scientific [30].
Environmental and occupational physiologists
should also consider the multi-factorial nature of
physiological responses to environmental extremes
when building theories [33]. In extreme environments individuals are exposed to a many stressors
(e.g., at high altitude exposure to cold and hypoxia),
and these stressors may interact with one another.
This interaction may have an additive, synergistic, or
even antagonist net effect on the outcomes of interest
[33]. When possible, researchers should aim to have
theories that explain the multi-factorial responses to
the environment rather than responses to isolated
phenomena.
Researchers should aim to design studies that
are strong, or “severe”, tests of their theories and
hypotheses [34]. When studies are not severe tests
then the statistical analyses are not really providing
any worthwhile information about said theory. If
a theory cannot be falsified, or at least find flaws in
the theory, then there is only bad evidence for that
theory because no test of the theory has occurred
[16,p.5]. If the theory “survives” a severe test then
the researcher can consider this as corroborative
evidence. Designing studies to be severe tests of
theories is difficult because researchers run the risk
of finding conflicts in widely held beliefs. Studies
are often weak and safe tests of a theory, and the
weak or safe predictions made by researchers are
often the object of the most scathing criticisms of
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Figure 1. Results of a simulation (100,000 repetitions) demonstrating the distribution of p-values under the under null hypothesis
(a), and when the null hypothesis is false when there is 50% power (b), and 80% power (c). The dotted horizontal red line indicates
5% of p-values in the simulation (5000 occurrences) per bin (5%) of the histogram. The dashed vertical blue line indicates the
significance cut off 0.05. The 5000 p-values less than 0.05 in panel A are a type I error while the p-values greater than 0.05 in panels
b & c are a type II error.

modern research [32]. In order to have severe
tests, researchers should refine their theories, and
hypotheses, to have specific falsifiable predictions
about a physiological phenomenon. Severe tests of
theories involve specific predictions about the
direction and magnitude of such effects.
In environmental physiology, researchers can
form strong theories and develop strong tests of
these theories. For example, aerobic fitness has
historically been considered a strong modulator
of thermoregulation [35]. Consequently, relative
exercise intensity has been used to normalize thermoregulatory comparisons between groups of high

and low fitness. However, simple but clever challenges to this widely practiced between-group
norming method, using a multi-factorial model,
now indicate this modulatory effect likely does
not exists or is smaller than originally predicted
[36]. The study by Jay et al. [36], can be viewed as
evidence of a “degenerative research programme”
[37] or, to put it another way, the theory now
explains less about thermoregulation than originally predicted. Further, novel methods for comparing time-dependent thermoregulatory responses
for unmatched groups [38] can now be used to
test other traditional assumptions about the roles
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that body composition, sex, or age play in modulating thermoregulation [39]. At first, this aerobic
fitness theory had a strong face validity, but strong
tests of this theory [36,38] demonstrate that many
predictions made by the initial theory do not hold
up under scrutiny.
Measurement error

Measurement error is the difference between
a measured quantity and the actual quantity. It is
comprised of random errors and systematic errors. It
is useful to understand the difference among error
types so that they can be controlled (when possible)
and their effect on the data quantified. A number of
different statistics can quantify measurement error,
but each are appropriate for certain situations.
The coefficient of variation (CV; one standard
deviation divided by the mean) is one commonly
used metric [40] as it includes the two most common
statistics used to summarize probability distributions. The standard deviation is usually expressed
as a percentage of the mean (%CV) and is key to
the study of biological variation and useful for estimating sample size, effect size, and statistical probabilities [41].
A simple weighing scale is one of the most common pieces of equipment used in medicine and
science, it is an essential piece of equipment for the
study of sweating and hydration [41,42], and it
affords a practical way of understanding measurement error in conjunction with the %CV. Random
scale error may be intrinsic or extrinsic. For example,
intrinsic random scale error occurs when the operating limits on a digital scale exhibit fluctuations in the
last significant digit even when an inanimate object is
weighed repeatedly; this worsens when a living specimen is weighed. Extrinsic random scale errors occur
when there is lack of control over human factors
such as ingestion or excretion of fluids, clothing, or
items left inside pants pockets.
A systematic scale error, on the other hand, can be
constant or proportional. Scales that are out of calibration are common in medical offices and may read
± 2 kg beyond the actual value [43]. This is an
example of constant error. If for some reason the
error increased or decreased when weighing larger or
smaller people, the error would be proportional.
Intrinsic random scale errors are unavoidable but
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measurable. Extrinsic random scale errors should
be minimized to the greatest degree possible.
Systematic errors can and should be avoided entirely
or at minimum recognized and corrected, as is
recommended for ingestible temperature pills [44].
An important caveat to thermal biologists is that the
%CV should not be calculated for variables with an
arbitrary zero origin, such as temperature. The variation in body temperatures measured in ⁰C and ⁰F
will have the same variation but the %CV will
change as a function of the arbitrary zero point [40].
As an example, the %CV for body weight
measured day-to-day is ~1% (~0.70 kg) [41] when
eliminating systematic errors and minimizing
extrinsic random scale errors. If daily drinking adequacy was assessed using first morning body weight
losses as a surrogate for water loss, a difference ≥
1.60 kg would be required to reach statistical significance at the 95% confidence level (assuming unidirectional Z-score) [41]. On the other hand, an acute
loss of body weight from sweating, with systematic
and extrinsic random scale errors all but eliminated
[42], reduces the %CV to intrinsic random scale
error alone (often 0.05 kg) and a difference of just
under 0.12 kg reaches statistical significance using
the same probability assumptions. Both differences
may be considered the smallest effects worth detecting when studying chronic or acute changes in body
water, respectively, and illustrate one way in which
the %CV can play an important role in designing
experiments.
Selecting the appropriate inferential statistics

It is important to remember that each experimental design will have specific statistical tests that are
appropriate for analysing the type of data that is
collected. The first step in this process is deciding
upon which outcomes are primary or secondary
measures of interest. This is important because
your primary outcome will determine the planning
of the study (i.e., power analysis) and protects
against cherry picking what results constitute evidence for your hypothesis. Moreover, each statistical test has a number of assumptions that need to
be satisfied in order for those tests to be valid or
informative. Researchers also have a number of
analytic options. When left unchecked, researchers
can run numerous analyses of the same outcome
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measure, but are led astray by more attractive or
positive results while ignoring the negative or null
results [6–8,45,46]. Further, in studies with multiple outcomes measures (e.g., rectal temperature,
thermal strain, inflammatory markers, etc) it can
be easy to find at least a few significant results
among all the outcome measures. Therefore,
researchers should define the primary and secondary outcomes then determine what statistical test,
or tests, are appropriate for a particular outcome
measure prior to data collection [47].
First, the statistical analysis can change based on
the type (differences vs. equivalence) and direction
(greater vs. less) of the hypotheses. In most studies,
researchers hypothesize that there is a difference, and
then use statistical techniques, such as analysis of
variance (ANOVA) or t-test, to test this prediction
against the null, or rather nil, hypothesis that the true
difference is zero [21,48]. In order to provide evidence that there are no differences, or at least that the
differences are so small they are not relevant,
researchers should use equivalence testing [49–53].
For simple designs (i.e., two group comparisons),
equivalence testing can be accomplished with two
one-sided tests (TOST) [54]. The TOST procedure
simply consists of two one-sided t-tests against an
upper bound and lower bound. For example,
a research may hypothesize that sweat rates are
approximately equivalent between midfielders and
forwards on a soccer/football team, and sets the
equivalence bounds to ± 0.25 L/h. Therefore, the
TOST would test that the difference is more than –
0.25 L/h, but less than 0.25 L/h. If the two t-tests in
the TOST procedure are significant (p < .05), then
the researcher can reasonable conclude that the difference is statistically smaller than any worthwhile
effect, or, in other words, practically equivalent.
For more advanced designs, such as those with
multiple groups or repeated measures there are textbooks [53,p.219–231] dedicated to the topic and free
statistical packages to aid with the calculation of
these statistics [54,55]. In these cases, traditional
hypothesis tests are not appropriate because a nonsignificant p-value does not provide evidence that
there is zero or no effect at all [49,56]. Researchers
should avoid using “magnitude based inference”
[57,58] or “second generation p-values” [59] as
hypothesis tests for equivalence, though they may be
useful as descriptive statistics of the confidence

interval. The primary problem with using these statistics as hypothesis tests is the higher false positive
risk and dependence upon the sample size [57].
Instead, we encourage researchers to use wellestablished and valid tests of equivalence, superiority, or non-inferiority which have known error rates
that do not change with sample size [53].
Second, do the accuracy of inferential statistics are
typically dependent upon a number of assumptions.
Most tests of statistical inference estimate parameters
(means or correlation coefficients) and provide some
inferential measure (e.g., t-statistic with an associated p-value). These “parametric” tests often
assume that the distribution of the sample mean is
roughly normal [60]. When these assumptions are
seriously violated, such as with skewed data, either
non-parametric statistical tests, data transformations, bootstrap or permutation methods may be
necessary to make accurate inferences [61–63]. It is
always good practice to assess the data (visually and
statistically) to ensure that these assumptions are
reasonably satisfied. Researchers should have contingency plans in place for their statistical analyses if
these assumptions are violated. Without such plans
in place, there can be numerous potential analyses to
perform and researchers may be enticed to choose
the result that is significant. A contingency plan for
these violations and preregistration (discussed
below) can help limit “data dredging” or “p-hacking”
of the data to find significant results [6,8,45,47].
Overall, the process of deciding on the appropriate statistical tests should occur, at least partially, prior to the collection of data. There are
a number of online statistical decision trees that
can help in this decision making process [64], or
alternatives can be found in biostatistics textbooks
[65]. Within Table 1, we have included a number
of common statistical approaches that may help in
selecting the appropriate inferential statistical tests
for a variety of experimental designs. All of these
tests, including the non-parametric or robust
options, have a variety of assumptions that should
be reasonable satisfied in order for them to be
useful, and researchers should be familiar with
these assumptions prior to using any technique
[19,60,62,66–69]. In any case, we strongly recommend that researchers consult a statistician to
ensure an appropriate statistical analysis plan is
generated prior to data collection.
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A priori power analysis

Prior to data collection, it is important to ensure the
experimental design will have adequate statistical
power. It is important to remember that statistical
power is a conditional probability. This means that
the power of a statistical test can change based on the
effect size the researcher is attempting to detect, the
pre-determined significance level (alpha level), and
the sample size. For instance, a study looking at
changes from pre to post utilizing paired samples
t-test, would have ~80% power to detect a 0.8 °C
increase in core temperature, with a standard deviation of the change of 1.0 °C (Cohen’s dz = 0.8) with
a sample size of 15 participants. However, this
same study would be woefully underpowered
(Power = 44%) to detect a 0.5 °C (SD = 1.0) increase
in core temperature. Most researchers tend to use
a power analysis to determine and justify the sample
size for an experiment. Ensuring adequate power for
an experiment is critical step in designing experiments. Underpowered studies, typically due to small
sample sizes, are dangerous for two reasons: they
lead to inflated effect sizes in the scientific literature
[70] and can lead to the erroneous conclusion
that there is no effect when one does exist (Type II
error; Figure 2).
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Power analysis has become an essential part of
the research process for a number of reasons.
Grant agencies and journals are increasingly
requiring power analyses as a justification for samples sizes. Ensuring a study has adequate power is
often an ethical concern. A study that is woefully
underpowered to detect an effect is considered
unethical and a waste of resources. In contrast, it
would also be unethical to continue subjecting
more participants to a research protocol, and use
resources, when sufficient power can be achieved
with a smaller sample size. Therefore, when conducting a power analysis, researchers are often
looking for what is the number of participants or
samples they will need in order to achieve the
desired power.
In order to ensure a study’s results are informative,
power should be determined for the effect size the
researchers would not want to miss detecting. In this
case, it is useful to compare inferential statistics to
a heat strain algorithm, which can be utilized to
determine thermal strain during work in the heat
[71]. In this case we would want an algorithm that is
sensitive enough to detect a potentially dangerous
work environment (i.e., a work load and environmental temperature high enough to cause heat illness), but
not so sensitive that it deems any activity on a hot day

Figure 2. Chart demonstrating the statistical decisions based on null significance hypothesis testing.
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dangerous. The same can be said about power analysis: we want to detect effects that are worthwhile but
avoid declaring trivial effects significant. Therefore,
researchers should determine what they consider the
smallest effect size of interest (SESOI), or – in other
words – the effect size a researcher does not want to
miss. The SESOI can be based on measurement error
(the minimal detectable difference; such as 0.05 kg on
a weighing scale) [72] or the effect size that is large
enough to be relevant (the minimal important difference; such as 0.12 kg on a weighing scale) [73,74]
(please see the section on Measurement Error). It is
up to the individual researcher to determine whether
the minimal important difference or the minimal
detectable difference should be used as the SESOI
[73]. Further, researchers should carefully consider
the manipulations utilized to produce the effects
[75]. For example, observing a small change sweating
sensitivity to a large loss in body water is much less
impressive or important than a small change due to
a small loss in body water.
The observed effect sizes reported in the literature
and in pilot data should not be utilized for a priori
power analysis because they do not reflect the SESOI
[76]. The use of previously observed effect sizes will
likely lead to an inadequate sample size estimation.
Previous study effect size estimates should only be
utilized when the sample size estimation can be
adjusted for bias and uncertainty [77].
A pragmatic approach to power analysis, also
known as a compromise power analysis, can be
utilized when there are severe limitations on the
maximum sample size. A pragmatic power analysis
involves determining the alpha level and statistical
power based on the sample size, the SESOI and the
error probability ratio. The error probability ratio
is the simply the beta error rate (inverse of power)
divided by the alpha error rate (significance level).
In essence, the error probability ratio is the ratio at
which you are willing to have type II errors in
comparison to type I errors. Typically, the error
probability ratio is equal to four; considering most
studies are designed to have 80% power (beta
equal to 0.20) and an alpha of 0.05. Overall, this
procedure should be used in cases where it is
impossible to collect beyond a specific sample
size due to costs, or when the sample size is
entirely fixed (e.g., retrospective analysis of clinical
records).

Researchers must be careful how they perform
a power analysis, and be specific on the type of test
statistic they will be utilizing. For example, it is
common to see researchers report a power analysis
for t-test, typically 1 pairwise comparison, when
the experimental design utilizes a repeated measures ANOVA, with more than a single point
group comparison. This is not an appropriate
approach, and researchers should aim to have adequate power for the type of analysis, or analyses,
they are performing (e.g., an interaction in
a repeated measures ANOVA). The calculations
necessary to perform a power analysis can be
complicated for study designs that extend beyond
a simple t-test. However, there are number of free
[78–85] and commercially available [86] power
analysis software options that can handle more
advanced designs. In addition, there are other
approaches to sample size planning, such as accuracy in parameter estimation that can be a useful
alternatives to power analysis [87–89].
Preregister hypotheses, data collection, and
analysis plans

It is important to consider, and report, what parts of
a study are confirmatory or exploratory. Exploratory
research is a vital part of the scientific process that
allows researchers the degrees of freedom necessary
to find interesting or vital information within the
data. However, in order for a scientific theory to be
falsifiable, prediction and confirmatory evidence are
required. This is essential because science relies upon
prediction to examine the validity or strength of a
theory or hypothesis [9]. Moreover, significance testing is designed to be a confirmatory statistical test
[9,90]. If researchers fail to distinguish between prediction and postdiction – or explaining the data after
the fact – the scientific literature becomes distorted
and researchers become overconfident in theories
that are weaker than they appear. The mathematical
psychologist Amos Tversky once eloquently summarized this problem.
“All too often, we find ourselves unable to predict
what will happen; yet after the fact we explain what
did happen with a great deal of confidence. This
“ability” to explain that which we cannot predict,
even in the absence of any additional information,
represents an important, though subtle, flaw in our
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reasoning. It leads us to believe that there is a less
uncertain world than there actually is … [91]”.
Researchers should aim to design and present
studies in a way that separates the confirmatory
(predictions) from the exploratory (postdictions)
so that they do not give a false sense of confidence
to themselves or other researchers. Preregistration
is an effective method for separating the confirmatory from the exploratory. Overall, preregistration
is the recording and committing to a study design,
data analysis plan, and hypotheses prior to data
collection or – in the case of using secondary
data – without knowing the outcomes of an analysis [9]. Preregistrations can be easily committed
on non-profit sites such as https://aspredicted.org/,
through the Open Science Framework https://osf.
io/, or, when clinical trials are involved, through
the National Institute of Health https://clinical
trials.gov/. We strongly encourage authors to use
these preregistration resources considering the
current evidence suggests they improve replicability [90], reduce poor statistical reporting [92], and
improve the ability of other researchers to detect
possible problems or errors [93].
Part 2: Data collection
During data collection, the statistics are often
a secondary concern if a concern at all to most
researchers. However, one serious statistical concern
arises during data collection: the decision to stop data
collection or to collect more data. Researchers do not
want to collect more data when the current sample is
sufficient, but researchers want to continue collecting
data if there is still a good chance of detecting
a worthwhile effect. However, repeatedly analysing
the data violates the basic tenets of significance testing
and can greatly increase the type I error rate rendering
the p-value useless [94]. This is an unfortunately common practice [6,95], and recent peer reviewed research
articles still contain statements like “we continuously
increased the number of animals until statistical significance was reached” [96]. Instead researchers need
to thoughtfully correct for this “optional stopping” of
experiments. Sequential analysis provides a solution to
the optional stopping problem [97].
Sequential analysis is particularly important
in situations where data collection is highly expensive or prohibitive. In fact, scientists working for
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the United States military during World War II
developed the methods for sequential analysis to
ensure rapid deployment of new and helpful technologies. The US military thought the technique
was so valuable that they deemed the material
classified and would not allow the publication
until after the war [98]. These sequential analysis
techniques are essential for studies of medical
therapies because they can provide early warnings
of potential dangers or stop the trials early when it
becomes clear a treatment is vastly superior [99].
There are numerous techniques for performing
sequential analysis and below we have provided
a quick guide (Table 3) to a few appropriate
approaches for occupational and environmental
physiology research.
Optional stopping and sequential analysis

Traditionally, type I error rate is conserved during
sequential analysis of the data by adjusting the
critical value, Z, thereby lowering the p-value
threshold for significance. The original procedures
for sequential analysis, the Pocock boundary and
the O’Brien-Fleming procedure, are useful but
only allow for a fixed number of interim analyses
and equal number of observations between each
analysis. For example, in a hypothetical experiment involving pre-post comparisons the
researchers would have to set the fixed number
of comparisons (let us assume that we want three
“peeks” at the data), and the exact number of
participants (let us assume that number is five
participants). At 5, 10 and 15 participants data
collection would be temporarily paused while the
data are analysed to see if data collection needs to
continue. Obviously, this is difficult because
further data collection is delayed while the data
analysis is performed and there is little flexibility
on when data analysis can occur. If a researcher
does not want to specify the number of interim
analyses in advance, they can utilize a spending
function which adjusts the alpha continually
throughout the interim analyses [100,101].
If a researcher is interested in the accuracy of
the estimated effect size then sequential analyses
may make the estimated effect size more volatile
[102,103]. In these cases researchers should utilize
an approach termed accuracy in parameter
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estimation (AIPE) [87,88,104]. Essentially, AIPE
involves collecting data until the confidence interval is of an acceptable width [105]. This is a very
useful tool if you want to avoid situations where
you have a non-significant and non-equivalent
effect (i.e., the confidence interval contains both
zero and the SESOI). For example, imagine a study
where you want to determine if pre-cooling
improves cycling performance, but, from prior
research [106], want to ensure that if there is
a difference it is not less than 90 seconds.
Therefore, we can set acceptable confidence interval width to 80 seconds. When we stop data collection because the confidence interval is of this
width (80 seconds), if the confidence interval does
include zero then it will exclude 90 seconds (therefore indicating equivalence), and if the confidence
interval includes 90 then it will exclude zero.
The sequential analysis or AIPE procedures are
promising but can be more computational demanding than traditional fixed sample size approaches.
We highly recommend that readers fully understand
these procedures before implementing them. There
are numerous short tutorials [77,97,104,107] and
textbooks [100,108] that are accessible to the average
physiologists with little formal statistics training. In
addition, there is free software and statistical
packages that can help with sequential analyses
[101,109,110]. There are some drawbacks to performing sequential analysis, and authors should be
careful to report every detail about how the sequential analysis was performed (e.g., how many interim
analyses were performed) [102]. In particular,
researchers should be wary of the effect size estimates from a study that utilizes sequential analysis
because the estimates are likely inflated [103]. We
suggest that all researchers consider consulting
a statistician for any advanced procedure such as
sequential analysis.
Part 3: Data analysis
After the data are collected, the most timeconsuming part of the statistical procedures begin.
If parts 1 & 2 were completed correctly this portion
of the statistics process is substantially easier and
more time efficient. At this point, researchers must
input the data into an appropriate system, “clean”
the data by identifying potential errors, inspect the

descriptive statistics, and produce the inferential statistics needed to test the hypotheses [111]. This process is tedious but essential for producing
reproducible and replicable work. Special care must
be taken to ensure the chosen analyses are appropriate for the data. Every statistical test has a number
of assumptions – even robust and non-parametric
options – that must be satisfied in order for the
inferences to be worthwhile. Despite claims to the
contrary, there are no “assumption free” statistical
tests [112,p.201]. Furthermore, data analysis is about
more than just dividing the results into significant
and non-significant results, and researchers should
thoroughly analyse their data to produce useful
information regarding the size and uncertainty surrounding the observed effects.
Checking the data

Prior to any data analysis the arduous process of
entering and checking the data must occur.
Researchers should be aware of the database structures that are acceptable for the statistical software
they are utilizing and ensure that the data are appropriately entered so that the data can be easily
imported to that software. Further, the data should
be labelled appropriately with clear variable names.
For example, you may have many columns of rectal
temperatures for experiments involving repeated
measures. You may want to label the columns as
“Trec” for rectal temperature followed by an underscore and a notation indicating the time point (e.g.,
“Trec_T1” is rectal temperature at time point 1). In
these cases, researchers should have a codebook that
details what each variable name means and what
type of data are contained within that column so
that anyone can understand the dataset.
When the data is being entered, researchers
should also check for potential errors or problems
with data. Catching errors early can save substantial
time and grief later in the data analysis process. For
example, while entering large amounts of data someone may accidentally misplace a decimal point and
enter a value an order of magnitude greater or less
than intended. Potential errors during data collection can also be caught during data entry by plotting
the individual data points for the measure of interest.
For example, a rectal temperature probe may exit the
rectum during data collection and the recorded body
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core temperature may suddenly drop below
a physiologically plausible value, which will be clear
when the data is visualized on a graph. These errors
are very important to capture and if they are not
caught and corrected, it will result in a flawed publication entering the scientific literature.
Violation of assumptions and robust statistics

Every statistical analysis has several assumptions,
even the robust options discussed below, that need
to be satisfied for the analysis to provide accurate
results. Most physiologists utilize parametric tests
that assume that the residuals from the model are
normally distributed. In recent years, a number of
statisticians have made it clear that normality
should not be assumed without checks. When
this assumption is not met it can be a source of
erroneous or at least highly misleading results
[62,68,113, p.6,114, p.36]. Moreover, the traditional methods for the detection of outliers also
assume normality making it difficult to properly
detect outliers [113,p.96]. Despite claims to the
contrary, deviations from normality are not negligible once the sample size is large [113,p.8].
Instead, researchers should carefully investigate
their own data and ensure the data is appropriate
for the analysis they intend to implement.
Outliers
Outliers are simply data points that are inconsistent with the other observations in the data. These
shift the measures of central tendency (mean) and
the variance. In many cases, the outliers may be
due to an error in data collection, but they may
also be credible tails from a larger normal distribution or legitimate artefact. For example, an unusually high resting body core temperature could
indicate a subclinical fever. Clearly erroneous data
points should be removed prior to data analysis,
and this should be reported.
In cases where a clear error cannot be identified,
there are methods to aide in detecting potentially
problematic outliers. A single outlier can be
detected with the Grubb’s method [115], and multiple outliers can be detected using either the
Tietjen-Moore test [116] or the Generalized
Extreme Studentized Deviate test [117]. However,
all of these methods assume the data come from
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a normal distribution, and slight deviations from
normality render these methods insufficient to
detect outliers. Instead, Wilcox [118, p.35–38]
recommends utilizing the median absolute deviation statistic, and visually inspecting all of the
individual data points with a boxplot to aide in
outlier detection.
If outliers are detected, researchers will need to
decide about including these values in their statistical
analyses. As suggested by Sainani [111], it may be
useful to perform sensitivity analyses where outliers
are included in the analysis then excluded from the
analysis to see if the outlier substantially affects the
statistical outcomes. If the outlier does not affect
the conclusions then there is no harm in including
these observations. On the other hand, if the outliers
do affect the conclusions then both analyses (with
and without) the outliers should be reported [119] so
the influence of the outliers are clear. Regardless of
how outliers are assessed, or if the data points are
retained, the details of this process should be
reported in the manuscript.
In longitudinal or repeated measures designs, the
removal of outliers may lead to missing data points
within a participant. For example, a participant may
have had a rectal thermistor briefly fall out during
data collection, and it would be necessary to remove
that datapoint. However, if a repeated measures
ANOVA is utilized to analyse the data then that
entire participants’ data is then removed from the
analysis (listwise deletion). A researcher can replace
the value using an imputation method (replacing the
datapoint), or analyse the data using a generalized
estimating equation or mixed model which can handle missing data without dropping the participant
entirely. There is not a single default method for
dealing with missing data, and researchers should
carefully consider all available options [120].
Data transformation
Sometimes the data is skewed (Figure 3), possibly
due to outliers, and it may be advisable to transform the data in order to satisfy the assumption of
normality. In fact, some empirical investigations
would indicate that data transformations are
sometimes superior in normalizing the data compared to eliminating outliers from the data [121].
There are numerous data transformations and
researchers should be careful in which type they
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utilize [61,112,p.192]. While the log transformation is the most common type of transformation
it is often not the most appropriate [61]. There are
general power transformation procedures that can
help simplify the selection process such as Tukey’s
transformation ladder [122] and the Box-Cox
family of transformations [123]. The type of transformation should be chosen based on how well it
normalizes the data not on whether the transformation provides a significant result (Figure 3).
In small samples, it can be exceedingly difficult to
determine if there are deviations from normality or if
a transformation is effective in normalizing the data.
In fact, data transformations are often criticized
because they fail to normalize the data [124]. As we
can see from residuals to Figure 3, the while the
transformed data (3D) appears to be slightly more
normal than the raw data (3C) it is not perfectly
normal (3D) following the transformation because
of the heavy tails of the distribution. In addition, the
interpretation of the data becomes tricky once the
data transformation occurs because now it is an
analysis of the geometric means not the original
arithmetic means. Despite these drawbacks, the

transformation of data can sometimes be useful,
but the process of selecting a transformation should
be carefully considered prior to implementation
[112,p.191–202].

Robust alternatives

Sometimes data transformations and outlier elimination methods are ineffective at normalizing the
data. Furthermore, in small samples, tests of
homogeneity of variance (discussed below) and
normality are underpowered to detect violations
of these assumptions. This makes it difficult to
determine if these assumptions are violated or
even if transformations or outlier exclusion are
helpful. Occupational and environmental physiologists may often find themselves in such a position
where the use of parametric tests – such as the
ANOVA or t-test – may be dubious. Therefore,
a researcher may need to use non-parametric tests,
which do not assume normality, or robust
approaches, which are not greatly affected by
changes to the underlying distribution [113].

Figure 3. Demonstration of skewed (a) and transformed data with three groups. In addition, visualization of the residuals for the
skewed (c) and transformed (d) data.
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According to Good [114] and Efron [63], permutation and bootstrapping methods have fewer assumptions than traditional parametric tests and therefore
offer a distinct advantage. In particular, with small
sample sizes it is entirely impossible to tell if the
assumptions of normality are met, and permutation
methods are the preferred default approach for simple
t-test and one-way ANOVA type designs [62]. In
addition, when outliers are a concern permutation
methods, again, are more robust than standard parametric options [114,p.198–200].
Other robust methods for statistical testing and
estimation can be utilized when the data are not
normally distributed, and data transformations are
not helpful. Instead, trimmed means, Winsorized
means, or maximum likelihood type estimators
(M-estimators) are all viable alternatives. Unlike
permutation methods, these robust statistics can
be easily applied to repeated measures or factorial
type experimental designs. Further, these measures, unlike permutation tests, are fairly accurate
when the distributions are asymmetric [112,p.201].
Permutation and other robust methods have been
around for a long time, but only recently have
become feasible due to massive improvements in
computing power. Robust statistical methods are
now available, for free, in the R programming language through the WRS2, bootES, and jmuOutlier
packages (and numerous other packages) [125–127].
Many robust procedures are also available within the
commercial software StatXact (Cytel; Cambridge,
MA). Some of these methods have been implemented for point-and-click usage within the free statistical software Jamovi under the “Walrus” module.
These robust methods are particularly useful when
the sample size is small since it may difficult to detect
violations and the robust tests tend to be more
powerful [118,128]. However, it is up to the individual researcher to decide what techniques are appropriate for their research. We highly recommend that
researchers decide prior to data collection what statistical techniques they should utilize or at least have
contingency plans in place in order to avoid ad hoc
“p-hacking” practices [6].
Beyond normality: What else should I consider?
Most statistical tests also have a number of other
assumptions that should be considered. We will
discuss some these assumptions below, but these
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assumptions are discussed in-depth elsewhere
[112,p.166–204]. We encourage readers to understand all the underlying assumptions for any statistical tests they utilize.
First, most tests assume the data is homoscedastic,
or that the variance is stable across groups or the
predictor variables. This is commonly called the
assumption of homogeneity of variance. This means
that the groups being compared come from populations with the same variance, or – in regression – the
variance for the response variable is stable across the
predictor variables (Figure 4). Like the assumption of
normality, there are tests, such as Levene’s or Hartley’s
Fmax, to test for the assumption of homoscedasticity,
but in many cases these tests will be underpowered to
detect such a violation. These assumptions can also be
evaluated through visual inspection of the model residuals (Figure 4(b,d)). If such violations are detected
then a power transformation (e.g., Box-Cox or
Tukey’s Ladder transformations) can reduce heteroscedasticity, or robust regression can be utilized (see
above).
Second, when utilizing regression it is assumed
that the relationship between variables is linear.
This means that for every incremental change in
the predictor variable there is a proportional
increase in the response variable (Figure 5(a)).
There are many cases in physiology where this
assumption should not be assumed. For example,
the relationship between plasma vasopressin and
plasma osmolality changes along the physiological
range and is better described using segmented
regression [129] or fitting the linear regression
with polynomial (i.e., quadratic, cubic, quartic,
etc.) or reciprocal (i.e., 1/predictor) term. The
assumption of linearity can be easily assessed
using the residual plots (Figure 5(b)). If the relationship is assumed to be not be linear then more
advanced regression techniques, such as
polynomial regression may be useful [130,p.520].
When a quadratic term (x2) is added to the model
(Figure 5(c)), the residuals are approximately randomly distributed (Figure 5(d)).
Third, most inferential statistics assume the data
are independent or that outcome of one observation
is not dependent upon another. Obviously, this is not
the case for participants within a repeated measures
design, but it still holds for comparisons between
participants (e.g., observations within one
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Figure 4. Heteroscedascity when comparing groups (a) and in regression (b). Violations of the assumption of homogeneity of
variance can be visually diagnosed with residual plots for either categorical (c) or continuous (d) variables.

participant should be independent from other participants). This includes designs where multiple observations within a participant are utilized to predict an
outcome of interest (e.g., core body temperature)
[131]. In these cases, using multi-level or hierarchical
models may be a useful alternative when the assumption of independence is violated (see Table 1) [132].
Fourth, when utilizing an ANOVA, the problem
of multiple comparisons arises. When using NHST,
the more statistical tests you perform the more likely
you are to observe a significant result. This becomes
particularly problematic when there are multiple
groups and therefore multiple statistical tests that
can increase the type I error rate. There are procedures that correct for these multiple comparisons by
correcting the test statistics themselves (e.g., TukeyKramer, Newman-Keuls, and Scheffe), or by adjusting the p-value (e.g., Bonferroni, and false discovery
rate procedures). When utilizing repeated measures
there are limited options because powerful procedures, such as Tukey or Scheffe, do not control type
I error in these situations. Further, some commonly
reported procedures, such as Newman-Keuls, do not

control type I error rate regardless of the study
design [133]. There is no single “best” post-hoc
comparison correction. Researchers should understand the advantages and potential pitfalls each procedure and then decide if they are appropriate for the
experimental design at hand [133].

Calculating and interpreting effect sizes

An effect size is defined as, “a quantitative reflection
of the magnitude of some phenomenon” [134]. In
the physiological sciences, unstandardized effect
sizes (i.e., mean differences) are very common, and
are useful when the raw differences are interpretable.
For example, we can easily express changes in core
temperature during heat stress as the mean difference in Celsius or Fahrenheit with a 95% confidence
interval. However, standardized effect sizes are useful when the measured values are arbitrary units
(e.g., Likert-type scales) or in meta-analysis when
comparing effects measured on different scales or
devices. Standardized effect sizes are often calculated
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Figure 5. Plots of a curvilinear (quadratic) relationship with data fit using a (a) linear (first-order) model with (b) the associated
residuals, and fit with a (c) linear polynomial (second-order) model and (d) the associated residuals.

as the mean difference divided by the standard
deviation (or at least some variation of this).
It is important to separate what is statistically significant from what is practically significant or relevant. Effects sizes allow researchers to interpret the
magnitude of the effect thereby providing the practical significance of the results. For example, whole
number ratings from a commonly used thermal sensation scale [135], when analysed, may produce mathematical fractions of a rating which result in
statistically significant differences with large sample
size but are of questionable value. Imagine, for example, a study observing average thermal sensation ratings of 6.5 versus 6.1 where the differences are
statistically significant (P < 0.05). Both ratings are
indistinguishably “warm” on the scale and both are
associated with ~2⁰C increases in mean skin temperature above “slightly warm” but below “hot” [135]. In
other words, the quantitative difference is smaller
than the smallest categorical difference, thereby
being below the minimal detectable difference. The
use of standardized effect sizes and confidence intervals would improve interpretation greatly in this
example.

Interpretation of the effect sizes can become problematic. Cohen’s effect sizes for the social sciences
are often cited, but effect size interpretations
observed in environmental and occupational
research may be entirely different. This has been
discussed and quantified in depth for a variety of
topics in physiology [136–139]. The most important
thing to remember is that effect size interpretation is
specific to the outcome of interest. For example,
a change in Likert scale response of 0.5 SD is typically
considered a sizeable effect whereas a 0.5 SD change
in many physiological parameters (e.g., rectal temperature) may be rather small or even inconsequential. Simply calculating the effect sizes and then
interpreting based on Cohen’s scales (e.g., an effect
is large because d = 0.8) is an inadequate and likely
misleading approach to interpreting effect sizes in
environmental and occupational physiology.
Researchers can instead decide what a relevant
change or effect size is prior to data collection, and
interpret accordingly after data analysis is completed. A default of 0.5 standard deviation difference [51] is a fine default for a clinically meaningful
difference in the absence of other information.
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However, we encourage researchers to establish
a SESOI prior to data collection based on empirical
evidence.
Researchers should also be careful in interpreting
studies with small samples because effect sizes are
likely to be exaggerated [103,140]. Most researchers
should, by default, adjust for bias in small samples by
applying a Hedges correction to standardized effect
sizes [141]. Even with this correction, or others
[125], the effect size estimate may be imprecise and
researchers should express the uncertainty about the
effect sizes by providing the confidence interval
around the effect size estimate. Calculating confidence intervals requires the use of noncentral t-distributions for which there is no generic formula
[142]. Instead, we highly recommend that researchers calculate robust confidence intervals through
bootstrapping procedures when possible [125,142].
Bootstrap confidence intervals can be generated in
R [125,143], SPSS (BOOTSTRAP Command,
https://www.ibm.com/support/knowledgecenter/
SSLVMB_24.0.0/spss/bootstrapping/idh_idd_boot
strap.html), and in SAS using macros (http://sup
port.sas.com/kb/24/982.html).
The calculation of the appropriate effect sizes and
corresponding confidence intervals can be difficult
and time consuming. In particular, standardized
effect sizes can be challenging to calculate considering the most common statistical software programs,
such as SAS or SPSS, do not include options for
calculating effect sizes as default options. However,
open source options such as Jamovi and JASP
include standardized and unstandardized effect size
as default options when utilizing ANOVAs or t-tests.
Furthermore, a variety of standardized effect sizes,
and the confidence intervals, can be calculated in
freely available spreadsheets [50,144]. An even
wider variety of effect sizes and confidence intervals
can be calculated in R through the packages compute.es [145] and bootES [125].
Confidence intervals and demonstrating
uncertainty

One study is never the last word on a topic and
cannot “prove” a phenomenon exists. Therefore, it
is important to show uncertainty surrounding an
effect. This can be partially accomplished by calculating the confidence interval around estimates.

Statisticians often lament that confidence intervals
are not reported for effect sizes or other estimates
because researchers are too embarrassed by their
width and are unlikely to admit to such a high level
of uncertainty [146]. We encourage authors to overcome this inclination and be open about uncertainty.
Overall, a confidence interval shows the plausible values for the estimate. Contrary to popular
belief, confidence intervals do not indicate the
probability that the true estimate is within the
interval [147]. For example, a 90% confidence
interval demonstrates that, if an infinite number
of experiments were to replicate the original
results, then 90% of the confidence intervals will
include the actual population mean.
Confidence intervals have a number of assumptions that should be met in order be an accurate
representation. However, modern computing
methods make alternative confidence interval estimates, through bootstrapping methods, easy to
calculate for effect sizes [125]. When the assumptions of traditional confidence intervals cannot be
reasonably met then alternative robust measures
can and should be utilized [113,p.112].

Part 4: Dissemination of results
“Describe statistical methods with enough detail to
enable a knowledgeable reader with access to the
original data to verify the reported results. When
possible, quantify findings and present them with
appropriate indicators of measurement error or
uncertainty (such as confidence intervals). Avoid
sole reliance on statistical hypothesis testing, such
as the use of P values, which fails to convey important quantitative information. … Give numbers of
observations. … References for study design and
statistical methods should be to standard works
(with pages stated) when possible rather than to
papers where designs or methods were originally
reported. Specify any general-use computer programs used.” – International Committee of
Medical Journal Editors [148].

When writing up the results of study, the statistical
methods should be described in enough detail to
allow readers to verify the results and understand
if the reported analyses were appropriate. Authors
should avoid presenting just a p-value. Instead,
authors should present other relevant information
such as an effect size (e.g., mean difference,
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correlation, or Cohen’s d), test statistics (e.g.,
t-value or F-ratio) and associated degrees of freedom – at least for the primary outcome(s) of
interest. However, avoid the temptation to include
analysis details for every analysis or outcome measured in the study (i.e., p-clutter) [149,p.117–141].
Also, when a p-value is presented the precise
p-value (two or three decimal places) should be
reported not the level of significance (e.g., p = .023
not p < .05) [150]. However, p-values less than
.001 should be reported as p < .001 [151,p.114].
All of this information is necessary to verify and
evaluate the validity of a typical statistical analysis.
Currently, reporting statistics and data in the
physiological sciences is very poor. In many cases
(21%), the sample sizes per group/condition are
not reported or only a range is provided [119]. As
we have detailed in this review, a priori power
analysis is an essential part of designing experiments, but only 3% of studies in cardiovascular
physiology report an a priori power analysis [119].
In addition, ~20% of physiology research articles
reported assumptions, such as normality, were
checked or verified [119,152].
As a field, we can certainly do better than the
current status quo. Below we have detailed several
simple steps researchers can take to improve how
their studies and experiments are reported. There are
a number of guidelines for reporting data, and we
encourage researchers to seek out the standards specific to their field of study. The EQUATOR Network
(https://www.equator-network.org/) has made this
process easy by aggregated all current reporting
guidelines. We encourage readers to read the guidelines specific to their research, and report their
results in line with these recommendations.
Open science & data sharing

Technology has unlocked the possibilities for scientific outreach and collaboration. Open science is the
process of using these capabilities to make the
research process more transparent, accessible, and
efficient to other researchers and the public.
Utilizing these capabilities is critical because science
relies upon the ability of others to critically evaluate
a study’s evidence, reproduce the results and potentially replicate the result when necessary. When
statistics are inadequately reported it makes it
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difficult to verify and reproduce scientific findings
[153]. In addition, lack of openness and data sharing make it difficult for future researchers to followup, replicate, or reproduce your work thereby limiting the usefulness of a study. When reporting the
results of an experiment or study researchers
should go beyond simply writing the summary statistics and significance. Grant agencies, such as the
National Institute of Health (https://grants.nih.gov/
grants/policy/data_sharing/data_sharing_gui
dance.htm#goals) and National Science Foundation
(https://www.nsf.gov/bfa/dias/policy/dmp.jsp), are
increasing requiring or strongly encouraging data
sharing and transparency. The default practice
should be to make the data, and the analyses of
the data, publicly available.
The evidence base researchers build with their
statistics are dependent upon the data that has
been collected and the methods used to analyse
that data. When the data and the methods to
analyse the data are kept hidden so too are critical
mistakes and oversights. As scientists, we are in
search of the truth, and no matter how uncomfortable or embarrassing we should want our errors
to be identified in an efficient and clear manner so
that the scientific record can be corrected. In some
situations, providing open data is not possible due
to privacy or other ethics concerns. Researchers
should be careful to safeguard the privacy and
protect confidential, or proprietary, information.
However, the evidence is clear that, when possible,
data and the code used to analyse the data should
be shared to facilitate future analyses and aide
potential error detection [154].
The more advanced, complicated, or unusual your
statistical analysis the more you will need to report in
order for an adequate review of your statistical procedures. In many cases, it may be vital to show how
exactly the analyses were performed by providing the
data and the computer code/scripts. However, journals often have word limits and very long methodology sections can detract from an articles narrative
structure. Therefore, we encourage authors to report
additional details in a supplementary material section or host the information on separate sites such
Open Science Framework of FigShare. Overall, open
data and scripts can allow reviewers and readers to
verify your findings without distracting from the
narrative of the research article.
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Data sharing should be the default practice for the
majority of occupational and environmental physiologists in order to preserve scholarly record [154]. In
addition to error detection, data sharing and open
science practices can accelerate the research process
by allowing for “multiverse” analysis of datasets
[155]. However, researchers should take caution
when preparing data for release, and ensure that
participant anonymity is protected.
Data visualization

For those unaware, data visualization refers to the
process of creating figures or graphs. Proper data
visualization is critical because figures are the main
way to convey key findings. As Weissgerber et al.
warn, “pretty is not necessarily perfect” when it
comes to data visualization [2]. Instead, the data
should be reported in a way that allows the reader
to critically evaluate the data. By far the most common type of data visualization is the bar graph
(~85% of all graphs), but this type of visualization
is most often used inappropriately [152]. Bar graphs
should be used for categorical or count data; not
continuous distributions [152]. Also, the standard
error of the mean (i.e., SEM) is a commonly
reported, but typically considered a misleading
descriptive statistic [150]. Instead, we encourage
authors to report, and visualize, the standard deviation or an appropriate (typically 90–99%) confidence
interval around the mean depending on the intent of
the visualization [150].
Regardless of the graph type used, the ratio of
the size of any effect shown on any graph to the
size of the effect in the data results should always
be between 0.95 and 1.05 [156,p.57]. For example,
Figure 6(a) illustrates a hypothetical 30% difference in reported heat illnesses between two calendar years, whereby the graphical to data ratio is 1.0
(both are 30%). In Figure 6(b), the graphical difference is 60% but the data difference remains
30%. The ratio is 2.0 because the y-axis scale has
been altered. In order to ensure that numbers as
physically measured on a graph are proportional
to the quantities represented, the y-axis should
include the realistic range of data that prevents
“Lie Factor” distortion. In the case of physiological
measures like heart rate or body core temperature,
the scale should include the meaningful

physiological range. Clear graphics labelling or
the alternative use of tabular data may also be
used to prevent distortion when “Lie Factor”
rescaling is problematic [156,p.57].
There are number of other poor visualization
practices that have been discussed previously but
are beyond the scope of this review [152,157].
Below we have included a number of quick guides
to creating data visualizations for different types of
common experimental designs and situations. The
code to re-produce for all the figures is provided in
the supplementary materials (note: all code written
in R). Further, for those unfamiliar with R, previous publications have produced Excel spreadsheets [144,152] and online applications [157]
that can be helpful in creating data visualizations.
Independent samples
In studies with small samples (n < 15), it is best
practice to provide univariate scatterplots so that
individual data points are visualized. When just the
summary statistics are presented (e.g., mean and
standard deviation) problems with the data may
remain hidden. Figures with individual data points
allow the reader to assess the distribution for
abnormalities. This is important because the individual data points may indicate if parametric statistics are appropriate [152]. Summary statistics, such
as the mean and standard deviation (Figure 7(a)) or
median and interquartile range (Figure 7(b)) can be
superimposed upon the data points. In cases where
parametric statistics (t-test) are utilized the summary statistics should be represented by the mean
with errors bars that show the variability of the
sample (e.g., standard deviation) (Figure 7(a)).
When utilizing non-parametric or robust tests the
median and interquartile range (boxplot) should be
presented instead (Figure 7(b)).
Paired samples
Similar to studies with independent samples,
authors should create data visualizations with the
individual data points. However, with paired samples the statistic of interest is the change within each
subject (e.g., within-subjects design). Therefore, it is
important to show the individual changes from
sample-to-sample (Figure 8(a)) and by showing
the distribution of the difference values (Figure 8
(b)). Again, the summary statistics that are
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Figure 6. Theoretical comparison of reported heat illnesses using appropriate (a) and inappropriate (b) y-axis scaling.

presented should be based upon the type (parametric versus non-parametric) of statistical tests
utilized to analyse the data.
Repeated measures
In repeated measures designs, it can become quite
difficult to visualize the differences across many time
points and between groups. Unlike a simple paired
comparisons design, we cannot simply show all the
individual changes. For example, let us imagine
a study where we are comparing changes in core
temperature in an industrial environment with
(experimental; n = 6) and without (control, n = 6)
a new modality to aid in cooling individuals. If the
figure were to include all the individual change lines
the figure would become far too cluttered. Instead,
authors can still provide the individual data points
with multiple summary statistics (boxplot and mean
with confidence interval) superimposed with lines
connecting the summary statistics to indicate the
connection between repeated measures. This type

of visualization may seem difficult to create, but
can be easily generated in R (Figure 9).
While these line graphs are helpful visualisations they cannot demonstrate within-subject
changes between time points. Interactive figures,
wherein individual data can be modelled across
time points, can be produced as supplementary
material within a manuscript [157]. These interactive figures can be very helpful for readers
exploring individual changes within the dataset
but keeps the static figures within a manuscript
organized and easy to understand.
Large samples
For larger samples, the assumptions regarding the
distribution of the data can be inspected and researchers can proceed with parametric tests if these assumptions are not seriously violated. Data visualization
with large samples can be overly complicated and
busy if all the data points are presented. Therefore,
in these situations it is advisable to present the summary statistics along with some visualization of the
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Figure 7. Demonstration of acceptable visualizations for simple independent group comparisons. The data can be visualized with
dots of the individual observations with summary statistics of (a) the mean and standard deviation or (b) boxplot with the median,
and interquartile range.

Figure 8. Visualization of paired samples comparisons. This type of data can be visualized by showing both samples with individual
slopes for each participant (a) and by providing the individual differences (b) with a box plot to display summary statistics.
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Figure 9. Demonstration of an adequate visualization for repeated measures design. Each time point has the mean with 95% confidence
intervals (black), a boxplot displaying the median and interquartile range (pink and turquoise), and individual data points (grey).

distribution rather than the data points. This can be
accomplished with violin plots (Figure 10(a,b)).

Reporting uncertainty or ambiguous results

Researchers should not be afraid to state that the data
is uninformative or at least uncertain. In cases with
small sample sizes [103,140,158], it may be too hasty
to conclude that there is clear evidence for the presence or absence of an effect. Furthermore, effect
sizes at small sample sizes may be highly volatile
even when no effect exists. As Figure 11 demonstrates large effect sizes (Hedges’ g > 0.8) are common when the sample size is small even when the
null (no difference) hypothesis is true. This is why we
encourage authors to present the confidence intervals around effect sizes to help convey the level of
uncertainty around any single estimate.
Researchers need to embrace uncertainty, and
make it clear to the reader when the results are
ambiguous or tentative. This is particularly important
because one single study is almost never enough to

provide definitive evidence of an effect or phenomena. When writing research articles, authors should
avoid creating a sense of certainty, and instead focus
onproviding the information necessary to replicate
and build upon their work available.

Conclusion
Statistics should not be a mindless, cookbook-like
procedure that is completed at the conclusion of
a study. In order to produce useful statistical information, researchers need to consider statistics as
a process that starts far before data are even collected.
Mindless and ritualistic use of statistics has created
numerous replicability and reproducibility problems
within a variety of scientific fields [3]. No magical or
special statistical procedures exist that safeguard
against statistical pitfalls and mistakes. Every step of
the research process requires careful consideration. In
this review, we have raised a number of points that
every environmental and occupational physiologist
should consider during the process of designing an
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Figure 10. Visualization for large samples, in this case n = 50 per group. Violin plots are utilized to show the distribution of the data.
Independent samples (a) can be simply visualized with mean and 95% confidence interval with a violin plot surrounding the
summary statistics. Studies with repeated measures (b) can be visualized in a similar way with the only exception being a trace line
connecting the time points.

experiment (Table 2), collecting data (Table 3), analysing the data (Table 4), and publishing their results
(Table 5). We encourage researchers to consider these
points and then decide on which procedures or
approach is appropriate for the case at hand. All
researchers should take the time to learn the basic
concepts underlying the statistics they utilize. Beyond
this, when performing any statistical analysis
researchers should reflect upon and examine
a method’s capabilities and shortcomings.
Researchers should generally understand when certain statistical tests are appropriate, and recognize
when they need to consult a statistician for complex
analyses.
Further reading
While the reference list contains many good areas
for further reading, we have decided to highlight
a few texts that are very helpful for understanding

appropriate statistical practices. There are a number
of statistical misconceptions that persist among
researchers, which are documented by Gerd
Gigerenzer in “Statistical Rituals: The Replication
Delusion and How We Got There” and in Schuler
Huck’s book “Statistical Misconceptions”. For
a better understanding of the history and philosophy of inferential statistics, we highly suggest reading Zoltan Dienes’ “Understanding psychology as
a science” as well as David Salsburg’s “The Lady
Tasting Tea”. Deborah Mayo has also tackled the
recent debates regarding statistical inference in her
new book “Statistical Inference as Severe Testing”.
This review also focused on a “frequentist” perspective, and for different “Bayesian” perspective we
encourage readers to read Richard McElreath’s
“Statistical Rethinking: A Bayesian Course with
Examples in R and Stan”. For an introduction
to robust statistical methods consider reading
Rand Wilcox’s “Fundamentals of Modern
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Figure 11. Effect size sizes under varying samples sizes (x-axis) when the null hypothesis is true (true effect size = 0). Larger effect
sizes, upwards of g = 4.0, are possible when the sample size is small (n = 3 per group). Effect sizes were produced from 100
simulations per sample size (see supplementary material for code).

Statistical Methods: Substantially Improving Power
and Accuracy”, and Philip Good’s “Permutation,
Parametric, and Bootstrap Tests of Hypotheses”.

ANOVA
CV
NHST
TOST
SESOI

Analysis of variance
Coefficient of variation
Null hypothesis significance testing
Two one-sided tests
Smallest effect size of interest
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